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Abstract
Here multi-way data-flow constraints systems are viewed as com-
mutative monoids. A multi-way data-flow constraints system con-
sists of a collection of constraints, each constraint being repre-
sented as a set of directed graphs. The monoid’s binary operation
between two constraints is defined as the set of (non-disjoint) graph
unions between all possible pairs of graphs, choosing one graph
from each constraint, such that the result of the union satisfies the
conditions of a valid solution. This clearly is a commutative, as-
sociative operation, with the constraint containing the null graph
as the neutral element. For a given constraint system, the carrier
of the corresponding monoid is the closure of all combinations of
constraints from the system. This then unifies the entire multi-way
data-flow constraint system with a single constraint. This generic
view is not at all a drastic departure of the established descriptions
of multi-way data-flow constraint systems. Defining this generic
view explicitly, however, makes several properties of and algo-
rithms operating on constraint systems obvious. For example, a
constraint system can be solved by folding the monoid’s binary op-
erator over the system’s constraints. An example implementation in
Haskell is described.

Categories and Subject Descriptors D.2.13 [Software Engineer-
ing]: Reusable Software—Reusable libraries; D.3.3 [Program-
ming Languages]: Language Constructs and Features—Data types
and structures; F.3.3 [Logics and Meanings of Programs]: Studies
of Program Constructs

General Terms Algorithms, Theory

Keywords Generic programming, data-flow constraint systems,
code reuse

1. Introduction
A generic view of a data structure can help programmers to un-
derstand its properties and behavior, and design and implement
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algorithms operating on it. This paper reports experiences of one
such situation: when representing a hierarchical data-flow con-
straint system [14] as a commutative monoid, several properties of
data-flow constraint systems become straightforward. For example,
solving a constraint system is that of a fold of the commutative
monoid’s binary operation over the system’s constraints.

The reasons for the existence of this paper are two-fold. First,
to serve as further evidence of the value of generic programming—
even if there may be no significant immediate reuse gains, investing
in understanding how a data structure can be adapted to conform to
well-known algebraic structures is beneficial. Second, to describe
the “commutative monoid-view” of data-flow constraint systems.
This connection has to our knowledge not been presented before.
It is possible that this is because it is not all that surprising. Maybe
the authors working on constraint systems did not bother to make
the connection explicit—the elements of such a connection, such as
the operation of adding a constraint to an existing constraint system
and its impact to the system’s solution, have been described [6, 7].

The connection is, however, worth documenting—it simplifies
and clarifies many aspects of multi-view data-flow constraint sys-
tems, and has helped us to advance our declarative approach to user
interface programming [5, 9, 10] that is based on constraint sys-
tems.

Section 2 gives an account of multi-way data-flow constraint
systems, and describes a (well-)known solving algorithm for such
systems. The commutative monoid-view of constraint systems
is described in Section 3. Section 4 shows a somewhat simplis-
tic implementation of the “multi-way data-flow constraint system
monoid” in Haskell. Section 5 describes how multi-way data-flow
constraint systems arise in user interface programming. Further,
this section highlights some benefits of the commutative monoid
view. Section 6 concludes the paper.

2. Background
A constraint system consists of variables and constraints. Con-
straints are defined as relations between subsets of those variables;
solving the constraint system means finding a valuation for the
system’s variables so that all relations in the system are satisfied.
This section describes a class of constraint systems—hierarchical
multi-way data-flow constraint systems [14]—and how they can be
solved. (The “hierarchical” aspect is discussed in Section 5.) In par-
ticular, we detail how a data-flow constraint system can be repre-
sented as a graph. This graph representation is the basis for defin-
ing a commutative composition operation between two constraints,
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and ultimately thus a basis for the commutative monoid-view of
constraint systems.

2.1 Multi-way data-flow constraint systems
A multi-way data-flow constraint system S is a tuple 〈V,C〉, where
V is a set of variables and C a set of constraints. Each constraint in
C is a tuple 〈R, r,M〉, where R ⊆ V , r is an n-ary relation (n =
|R|) among variables in R, and M is a set of constraint satisfaction
methods, or just methods. If the values of the variables in R satisfy
r, we say that the constraint is satisfied. Executing any method
m in M enforces the constraint by computing values for some
subset of R, using another disjoint subset of R as inputs, such that
the relation r becomes satisfied. We refer to the input and output
variables of a method m as ins(m) and outs(m), respectively.
The code realizing a method is considered a “black box”—it is the
programmer’s responsibility to ensure that a constraint is satisfied
after any of its methods is executed.

The relations in constraint systems can be arbitrary, but often
they are equalities. For example, the equation r = w/h could
describe what should hold true of the width w, height h, and
aspect ratio r of an image. One possible set of methods for this
equation is M1 = {w ← rh, h ← w/r, r ← w/h}. Another
relation might connect the width and height to the size of the file
necessary to represent the image, say, s = g(wh). We assume that
the function g realizes the size calculation, and that its details are
not known. For this relation a possible (singleton) set of methods is
M2 = {s ← g(wh)}; that is, the constraint can only be satisfied
in one direction, by computing s from w and h.

The constraint satisfaction problem for a constraint system S =
〈V,C〉 is to find a valuation of the variables in V such that each
constraint in C is satisfied. Such a valuation is attained by enforcing
each constraint in turn, without changing the valuations of already
enforced constraints. Concretely, exactly one method from each
constraint in C is executed in an order in which no method writes to
a variable that has already been read from or written to by another
method.

A solution to a multi-way data-flow constraint system is thus
characterized by a partially ordered set of methods. Each valid
execution order of methods is often called a plan [7].

The next section develops the view of a constraint system as
a graph. We begin with a “global” view of a graph for the entire
constraint system and then discuss how to extract the subgraphs
that correspond to individual constraints and individual methods.
These will be the building blocks for the monoid-view, developed
in Section 3. Our graph representation is a little different from
prior works [14] where multi-view data-flow constraint systems
are represented as undirected graphs with auxiliary information
that expresses how the undirected graph can be directed. In our
representation, such auxiliary data is unnecessary.

We note that the following well-formedness condition for con-
straint systems, known as method restriction [11, p. 56], is often
assumed:

Definition 1 (Method restriction). The method restriction holds
for a multi-way data-flow constraint system S = 〈V,C〉 if
for all constraints 〈R, r,M〉 in C, for all methods m in M ,
{ins(m), outs(m)} is a partition of R.

In other words, each method of a constraint must use every one of
the constraint’s variables either as an input or output (but not both).
We rely on this assumption in our graph constructions. Method
restriction also enables a polynomial time solving algorithm [13].

2.2 Constraint system as a graph
A well-formed multi-way data-flow constraint system S is in a
one-to-one correspondence with an oriented, bipartite graph GS =
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Figure 1. A constraint system graph of the two-constraint exam-
ple constraint system discussed in Section 2.1. Variable vertices are
shown as rectangles and method vertices as circles. Edges repre-
senting the inputs of a method are shown as dashed and outputs as
solid lines. The variables h,w, and r together with the methods 1,
2, and 3 constitute the constraint M1, and the variables h,w, and s
with the method 4 constitutes the constraint M2. The thicker lines
show one possible plan for the constraint system: executing method
1 first, then method 4 will satisfy the system.

〈V +M,E〉, with vertex sets V and M representing the variables
and methods of the system, respectively, and E the directed edges
that connect each method with its input and output variables. Where
v, u ∈ V and m ∈ M , the edge (v,m) indicates that the variable
v is an input of the method m, and (m,u) that m outputs to the
variable u. The graph is oriented, that is, (a, b) ∈ E =⇒ (b, a) 6∈
E, because for each method m, ins(m) and outs(m) are disjoint.
We call this graph the constraint system graph. Figure 1 shows the
constraint system graph of the example constraint system discussed
in Section 2.1.

The grouping of methods and variables into constraints is not
explicit in the representation GS = 〈V +M,E〉—but it is uniquely
determined by GS alone without any auxiliary data. Consider how
a constraint system graph is constructed. Let A be some con-
straint 〈Ra, ra,Ma〉 of S. The subgraph of GS that represents
A is GS [Ra +Ma]

1. Consider further some method of A, say
ma. That, too, can be represented as a subgraph of GS , the one
containing the vertex for the method ma, variable vertices for all
of the method’s input and output variables (Ra), and the edges
connecting ma with the vertices in Ra. This subgraph of GS is
GS [Ra + {ma}].

We refer to a graph representing a method as a method graph,
and to a graph representing a constraint as a constraint graph.
Remark 2.1. A constraint graph is a (non-disjoint) union of method
graphs. A constraint system graph is a (non-disjoint) union of
constraint graphs.

We qualify the union operation as non-disjoint above, as some-
times graph union is understood as an operation between two dis-
joint graphs that share no vertices or edges. To be precise, the graph
union operation 〈V1, E1〉∪〈V2, E2〉 is defined in the canonical way
as the union of vertices and edges: 〈V1 ∪ V2, E1 ∪ E2〉. We note
that graph union is associative and commutative [2, §1.4].

1 We use the notation G[V ] to indicate the vertex-induced subgraph of G.
If V is a subset of G’s vertex set, G[V ] is the graph whose vertex set is V
and whose edge set includes all edges of G with both endpoints in V .
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The sharing between two distinct method graphs or two dis-
tinct constraint graphs is limited to variable vertices. Two differ-
ent method graphs of the same constraint system are always edge-
disjoint, and so are two different constraint graphs of the same con-
straint system. Further, method vertices are also disjoint.

To recover the structure of the constraint system, the grouping
of methods and variables into constraints, from a constraint system
graph, we use the notion of a neighborhood2 (nbh) of a vertex.
Because of method restriction, all method vertices of the same
constraint have the same neighborhood. We note that a constraint
system cannot be solved if two of its constraints share the same set
of variables, and thus we assume as a well-formedness condition
that two methods from different constraints do not have the same
neighborhood.

Formally, if∼nbh is the equivalence kernel of nbh in M , defined
by m1 ∼nbh m2 ⇔ nbh(m1) = nbh(m2), the method vertices
of each constraint are an equivalence class in the quotient set
M/∼nbh . Therefore, two methods m1 and m2 belong to the same
constraint if and only if [m1]nbh = [m2]nbh .

In the following, we omit the subscript ·nbh and just write [·]
and ∼. The elements of the quotient set M/∼ thus correspond to
the constraints of the original constraint system S. Hence, if m is a
method vertex in GS , [m] is a set of method vertices in GS , and it
identifies a constraint in S.

2.3 Solution as a graph
To solve a multi-way data-flow constraint system one (1) computes
the plan—which method from each constraint should be executed
and in which order—and then (2) executes the methods according
to the plan. The plan can be explicitly represented as a subgraph
of the constraint system graph; we call it the solution graph. The
notation in-degreeG(v) means the number of in-edges of a vertex v
in the graph G.

Definition 2 (Solution graph, valid graph). Let G = 〈V +M,E〉
be a constraint system graph. Let M ′ ⊆M . G′ = G[V +M ′] is a
solution graph of G iff

(1) G′ is acyclic;
(2) ∀v ∈ V.in-degreeG′(v) ≤ 1; and
(3) |M ′| = |M/∼|.
If conditions (1) and (2) hold, we say that G′ is a candidate solution
graph.

The definition of a candidate solution graph is a convenience that
allows us to refer to the first two conditions in a context where a
full constraint system graph does not exist.

The second condition in the above definition is to guarantee that
no two methods output to the same variable. There is no explicit
condition disallowing the inclusion of more than one method from
the same constraint—due to the method restriction, any such graph
necessarily violates either the first or the second condition. The
third condition states that there are as many methods as there are
constraints, and thus a solution graph contains exactly one method
from each constraint.

Executing each method in a topological order of the solution
graph’s method vertices will give the system’s variables a valuation
that satisfies all the system’s constraints.

2.4 Computing the solution graph
In describing the algorithm for finding the solution graph we use
the notion of a free variable, introduced in the original Sketchpad
report [12], and extend the notion to methods as follows:

2 If a is a vertex of a graph whose edges are E, then nbh(a) = {b | (a, b) ∈
E or (b, a) ∈ E}.

Definition 3 (Free variable, free method). Let G = 〈V + M,E〉
be a constraint system graph. A variable v is free in G if ∀n,m ∈
M.n ∈ nbh(v) ∧m ∈ nbh(v) =⇒ [n] = [m]. A method m is
free in G if ∀v ∈ outs(m).v free.

Hence, a variable that belongs to exactly one constraint is free. A
method that outputs to only free variables is free. A free method
can enforce a constraint without restricting which methods can be
used to enforce other constraints in the system.

A solution graph is computed by repeating the following steps:
find a constraint with a free method, include the method in the re-
sulting solution graph, and remove the constraint from the system.
The process will either succeed to remove all constraints, in which
case the solution graph has been identified, or fail if constraints
remain but no free methods exist.

Algorithm 1 shows the pseudo-code. The state of the algorithm
is captured in two sets of methods: Ms are the methods that are
part of the solution graph/plan, and Mu the methods of the not yet
satisfied constraints.

Algorithm 1 PLANNER(G〈V +M,E〉)
1: Ms ← ∅, Mu ←M
2: while Mu 6= ∅ do
3: if no free methods in G[V +Mu] then
4: return “no solution”
5: m← some free method in G[V +Mu],

Mu ←Mu \ [m], Ms ←Ms ∪ {m}
6: return G[V +Ms]

Under-constrained systems will, during one or more rounds of the
algorithm, have more than one free method in a single constraint
to choose from, and thus the resulting solution graph of PLANNER
may be ambiguous.

We note that “incremental” planner algorithms have been pre-
sented [7, 14]. An incremental planner algorithm computes a new
plan for a constraint system after small modifications to the sys-
tem, such as adding or removing constraints. Though faster in many
cases, the worst-case time complexity of these algorithms is no bet-
ter than that of the above simple planner.

3. Constraint system as a monoid
To view constraint systems as a commutative monoid, we consider
methods and constraints to be graphs directly following the con-
struction of method and constraint graphs as given in Section 2.2,
summarized in Remark 2.1. That is, the method graph of a method
m ∈ M of some constraint C = 〈R, r,M〉 is a graph with one
method vertex m, variable vertices R, and edges (r,m) for each
r ∈ ins(m) and (m, r) for each r ∈ outs(m). To not confuse the
different views of a method, an undecorated method name, say m,
refers to the single method vertex, and a method name decorated
with the superscript ·g , say mg , refers to the method graph.

Further, as indicated in Section 2.2, the graph of a constraint is
the graph union of the graphs of the constraint’s methods. Similar
to methods, we decorate a constraint in the same way as a method
to make clear our reference to a constraint’s graph representation.
The constraint graph of the above constraint C is thus Cg =⋃

m∈M mg .
A single constraint, such as C above, is in itself a constraint

system. Hence, the constraint graph of the constraint C and the
constraint system graph of the constraint system consisting of the
sole constraint C coincide.

We can also unify method graphs and solution graphs in such
a single-constraint system. C can be satisfied by executing any of
its methods; any of Cg’s method graphs mg will, by construction,
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satisfy the requirements of Definition 2 and be a solution graph.
This set of solution graphs, each a DAG with at most one in-
edge to each variable vertex, represents all possible solutions of
the constraint system arising from the single constraint C.

All of the above definitions apply also to constraint systems that
arise from collections of several constraints. Consider a constraint
system of two constraints, say, A = 〈Ra, ra,Ma〉 and B =
〈Rb, rb,Mb〉. If these two constraints are composed to a single
“opaque” constraint, the variable set of this constraint is Ra ∪ Rb

and the relation ra ∧ rb. The methods are all the (functional)
compositions of one method from each of Ma and Mb, such that
no variable is assigned a value twice, or assigned after being read.

The constraint system graph for the constraint system consisting
of constraints A and B is simply Ag ∪ Bg , and can be viewed as
a single constraint. Each method of this constraint is mg

a ∪mg
b , for

some ma ∈Ma,mb ∈Mb.
The set of constraint graphs as a carrier set, the null graph as the

initial element (graph union with a null graph is an identity opera-
tion), and the graph union operation as the binary operation could
be considered a monoid. This would, however, be a rather uninter-
esting construction—and it is not our objective. Merely composing
two constraint graphs together to form a larger constraint graph
reveals no information about the composed system. Whether this
composed constraint (system) has any solutions or not is unknown
without examining the constraint graph further, e.g., by solving the
system with the PLANNER algorithm described in Section 2.4. Fur-
thermore, above we said that each method of a composed constraint
graph is a graph union between two methods, one from each of the
component constraints. The resulting method may not be satisfi-
able; it can be cyclic or contain two in-edges for the same variable.

Our examination of the structure of multi-way data-flow con-
straint systems arose from the need to understand more of the
behavior of a given constraint system than just finding a single
solution. We apply constraint systems to user interface program-
ming [5, 9, 10]; to understand all possible ways a user interface can
react to user interaction relies on understanding the characteristics
of the constraint system that determines the behavior of the user in-
terface. A typical task includes examining what are all the possible
solutions to a constraint system where only some constraints need
to be enforced and others not, and what is the impact of adding a
new constraint to the system. For these kinds of queries, a suitable
representation is to retain the graphs of each method separate.

3.1 Definition of the constraint monoid
A constraint is a set of method graphs, each of which share the
same set of variable vertices and satisfies the requirements of a
candidate solution graph (Definition 2: a DAG with at most one
in-edge for each variable vertex). This representation of constraints
is the carrier of the commutative monoid we are defining.

Operationally, the composition operator between two con-
straints is then forming the cartesian product of the two sets of
method graphs, computing the graph union of each pair of this
product, and discarding those graphs that are not valid candi-
date solution graphs. Formally, let A = {ag

1, a
g
2, . . . , a

g
m} and

B = {bg1, b
g
2, . . . , b

g
n} be constraints (sets of method graphs).

Then our monoid operation is defined as A + B = {cg | ag ∈
A, bg ∈ B, cg = ag ∪ bg, cg a candidate solution graph}. This is
both associative and commutative because of the associativity and
commutativity of graph union.

The identity element is the singleton set, whose sole element is
the null graph. This is easily seen:

{ag
1, a

g
2, . . . , a

g
m}+ {({}, {})}

= {ag
1 ∪ ({}, {}), ag

2 ∪ ({}, {}), . . . , ag
m ∪ ({}, {})}

= {ag
1, a

g
2, . . . , a

g
m}.

A

w

h

p

Figure 2. A constraint graph of a constraint composed of two
other constraints, the first of which represents a three-way relation
between A, w, and h; and the second also a three-way relation
between p, w, and h.

Note that the empty set is an absorbing element of the constraint
composition operator; the cartesian product of a set with an empty
set is an empty set. Further, the + operation is idempotent: for all
constraints C, C + C = C. This follows, as the union of two
different method graphs from the same constraint is cyclic, and thus
the only method graphs that remain in the result are the unions of
each method graph with itself; and graph union is idempotent.

The size of A + B can be up to m × n methods. This is, for
example, the case in the example from Section 2.1, illustrated in
Figure 1. The individual constraints M1 and M2 have, respectively,
three and one methods; The combined constraint M1+M2 has 3×1
method graphs.

For it to be interesting to compose constraints, the constraints
must share variables, often in ways that will disqualify many com-
binations of methods. Figure 2 shows the constraint graph arising
from the composition of two constraints, each containing three vari-
ables; two of the variables are shared. The example from which
these two constraints arise is modeling the relation of a rectangle’s
width w, height h, and area A; and, respectively, its width, height
and perimeter p. Each constraint has three methods: any one vari-
able can be computed from the other two. Instead of 3×3 methods,
the combined constraint has five methods. Figure 3 shows all these
method graphs.

4. A minimalistic implementation of the
constraint monoid

As we explained in Section 2.2, all structure of a constraint sys-
tem can be recovered from the constraint graph. That is, one does
not need to maintain auxiliary information of which method ver-
tices belong to which constraints; or of which “elementary” con-
straints the system was composed. We can thus leverage a general
purpose graph library, and directly represent methods, constraints,
and constraint systems as graphs. Here, we are using Haskell’s
Data.Graph.Inductive library, based on Erwig’s Functional Graph
Library (FGL) [4].

Figure 4 shows a Haskell implementation of the monoid defined
in Section 3.1. We include the necessary module import statements,
on lines 1–6, to make the code complete and executable. Various
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Figure 3. All methods graphs of the constraint graph in Figure 2.

modules are imported as qualified; this is to make it clear in which
libraries various functions that we use are defined.

The graph, method, and constraint type definitions are shown
on lines 8–12. The graph type that we use is G.Gr NodeKind ().
The first type parameter of G.Gr represents the type of the label of
nodes, the second the type of the label of edges. A node in the FGL
graph is a pair of an integer and a label. The integer is a node’s
unique identifier. The label type NodeKind indicates whether a
node represents a variable or a method. An edge is a triple, whose
elements are an integer (source), integer (target), and a label. The
source and target integers each should refer to an existing node
identifier. We can do without any additional information on edges;
hence the label type is unit.

The method and constraint types directly follow the definitions
in Section 3.1: a method is a graph and a constraint a list of meth-
ods, also graphs. The general graph type Gr.G can represent any
graphs, including ones that are not valid method graphs. Further,
a list of method graphs might not constitute a valid constraint.
We assume as an unchecked precondition that methods and and
constraints are always well-formed. Indeed, constraints are typi-
cally constructed with dedicated functions (e.g., we construct con-
straint systems from specifications written in a domain-specific lan-
guage [9]) that guarantee well-formedness.

The workhorse of the monoid’s binary operation is the function
methodUnion. This function computes the union of two graphs,
but only accepts the result if it is a candidate solution graph. The
FGL library does not provide a graph union function, so we im-
plement here a simple graph union operation (methodUnion). The
methodUnion function extracts both a list of nodes and a list of
edges from its argument graphs, uses the list union function to com-
bine the nodes and combine the edges, and reconstructs a graph
from the so created list of nodes and list of edges.

The resulting graph is checked against Defintion 2 on lines 25
and 26. The first line is for checking that no variable is an output
of more than one method. This check is only necessary for the
variables that are common to both of the composed graphs. The
function fst accesses the node index of a labeled node, G.indeg
computes the number of incoming edges of a node. The second
line is for checking whether the resulting graph contains cycles.

Taking advantage of the methodUnion function, Constraint can
be made an instance of the Monoid type class without much effort.
The identity element (called mempty in Haskell) is a singleton list
of methods, where the method is the empty graph. The binary
operation, mappend, applies methodUnion to each combination
of the operands’ methods, and collects the results in a list. The
catMaybes function prunes the Nothing values that result from
the failed method unions where the result does not satisfy the
conditions of a solution graph.

With constraints defined as monoids, writing a planner algo-
rithm becomes quite straight-forward. Assuming a constraint sys-
tem is a list of constraints, the list of all possible plans/solution
graphs for it, as a single Constraint, is obtained with the following
function:

1 import Data.Monoid
2 import qualified Data.Graph.Inductive as G
3 import qualified Data.Graph.Analysis.Algorithms.Common as GA
4

5 import qualified Data.List as L
6 import Data.Maybe (catMaybes)
7

8 data NodeKind = VarNode | MetNode deriving (Eq, Show)
9

10 type Method = G.Gr NodeKind ()
11

12 data Constraint = Constraint [Method] deriving Show
13

14 methodUnion :: Method −> Method −> Maybe Method
15 methodUnion g1 g2 =
16 let ns1 = G.labNodes g1
17 ns2 = G.labNodes g2
18 es1 = G.labEdges g1
19 es2 = G.labEdges g2
20

21 common = L.intersect ns1 ns2
22

23 g = G.mkGraph (ns1 ‘L.union‘ ns2) (es1 ‘L.union‘ es2)
24 in
25 if all (<= 1) (map (G.indeg g . fst) common) &&
26 null (GA.cyclesIn g)
27 then Just g
28 else Nothing
29

30 instance Monoid Constraint where
31 mempty = Constraint [G.empty]
32 mappend (Constraint as) (Constraint bs) =
33 Constraint $ catMaybes [a ‘methodUnion‘ b | a <− as, b <− bs]

Figure 4. A minimalistic implementation of a data-flow constraint
system planner in Haskell.

plans :: [Constraint] −> Constraint
plans = mconcat

Expanding mconcat out, plans = foldr mappend mempty.

5. Constraint Systems from User Interfaces:
Constraint hierarchies

In our work on declarative user interface programming, we use con-
straint systems to model the pieces of data that are directly manip-
ulated by a user interface. The role of the constraint system in our
approach is that of the ViewModel in the Model-View-ViewModel
pattern [8].

The idea is that distinct views, such as user interface widgets,
are bound to variables in the constraint system. Modifying a wid-
get causes a change in a variable of the constraint system, and thus
invalidates one or more constraints. The constraint system is then
solved, and the new values computed for the constraint system’s
variables are reflected in the views. In this manner, all the decisions
on how to react to user input are delegated centrally to a constraint
system, instead of following the contemporary practice of sprin-
kling such decisions among the widgets’ event handling functions.
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Figure 5. A simple user interface for scaling an image.

We describe the programming model, its reuse, and other benefits
that ensue elsewhere [5, 9, 10]. Here, the interest is in the kinds of
constraint systems that arise from this programming approach.

Figure 5 shows an example of a simple user interface with
a handful of constraints. This user interface might be part of an
image manipulation application, allowing one to scale an image.
The avenues the user interface offers for this task are either to
specify the image’s absolute dimensions or dimensions relative to
the initial dimensions, both of these with the option of whether to
retain the original aspect ratio of the image.

A constraint system that can model the data manipulated by this
user interface has one variable for each widget: ih, ah, and rh are
for the initial, absolute, and relative height fields; iw, aw, and rw
for the corresponding width fields; and r for the aspect ratio. The
system has three constraints; Figure 6 shows the constraint system
graph. There are eight possible solution graphs for this system, each
corresponding to a different direction of propagating data among
the widgets in the user interface.

The constraint system is under-constrained. A mechanism to de-
termine the best solution graph, one producing the least-surprising
behavior for the user interface, among multiple possible solution
graphs is needed. A common approach is to introduce new con-
straints to make the constraint system over-constrained (a system
for which no solution graph exists), and prioritize the satisfaction
of some constraints over others. This technique is known as con-
straint hierarchies [3, 7, 14].

Constraint hierarchies assign a strength to each constraint.
A plan of an over-constrained system is defined as the plan of
the “best” system obtained from the over-constrained system by
retracting some constraints. Intuitively, the best system is the
one that retracts the weakest and fewest of the over-constrained
system’s constraints. Concretely, a strength assignment function
s : M/∼ → N, maps a constraint to its strength. (Instead of
N, any totally ordered set could be used.) For two constraints
c1 and c2, if s(c1) ≥ s(c2) then c1 is at least as strong as
c2. We overload s to work for sequences of constraints as well:
s(c1, . . . , cn) = s(c1), . . . , s(cn). Then, of two sequences of
constraints C = c1, . . . , cr and D = d1, . . . , dn, both ordered
in decreasing strength, C is stronger than D iff s(C) is lexico-
graphically greater than s(D). This criterion is known as “locally-
predicate-better” [7].

A well-known way to artificially make an under-constrained
system become over-constrained is by introducing a stay con-
straint [14] for each variable in the system. A stay constraint
consists of one variable and one method; the variable is an out-
put of the method. Enforcing a stay constraint has no effect on the
current valuation; a stay constraint keeps the value of its variable
unchanged. Figure 7 shows the constraint graph of Figure 6 with
the stay constraints added.

Unless the system has no other constraints, not all stay con-
straints can be satisfied. To select which constraints should be sat-
isfied, and to avoid too many surprises to the user, stay constraints
are assigned (unique) strengths based on how recently they have
been edited. We can consider the constraints of the original under-
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Figure 6. The graph of the constraint system for the user interface
in Figure 5.
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Figure 7. Stay constraints.

constrained system with each different subset of the stay constraints
as a constraint system of its own. The strength assignment induces
a total order of preference among these constraint systems, and in
this way also a total order of preference among the solution graphs
of the original under-constrained system. Figure 8 shows the best
solution graph for the system of Figure 7 for the cases where rh
and r have greatest strengths. The stay constraints of ih and iw are
always enforced in every best solution.

The monoid-view makes it easy to study the strength assign-
ment’s impact to the solution. To find the best locally-predicate-
better solution, one starts from the original under-constrained sys-
tem as the current solution, and adds stay constraints to it in the
order from the strongest to the weakest. The results of additions
that fail (return the absorber element) are ignored. For concrete-
ness, we express this in Haskell. The order of the list of constraints
passed to prisolve determines the strength assignment:

isAbsorber (Constraint []) = True
isAbsorber = False

prisolve :: [Constraint] −> Constraint
prisolve ls = foldl1 (\a b −> let sum = a ‘mappend‘ b in

if isAbsorber sum then a else sum) ls

Understanding the mapping from strength assignments to the
set of possible plans is quite desirable in user interface design.
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Figure 8. A constraint graph that satisfies stay constraints for rh,
r, ih and iw.

Questions, such as “can the user interface ever override the value
of any field that a user is editing?” or “if fields 1, 2, and 3 are edited
in this order, will the user interface modify either 1 or 2; and if
so, which?” are sometimes hard to answer conclusively based on
complex event handling logic.

With the help of the monoid-view, the first question is an-
swered by confirming that adding any of the stay constraints alone
to the original under-constrained system yields a satisfiable con-
straint. Assuming the stays are the stay constraints of all vari-
ables, cs the original under-constrained constraint system (com-
posed into one constraint), the query can be written in Haskell
as any (isAbsorber . (mappend cs)) stays. The second question can
be answered by adding the stay constraints of the fields 3 and 2 to
the original system, then those of 3 and 1, and observing the possi-
ble solutions.

The impact of a change in the strength assignment is a source of
interesting questions. In particular, what changes may require re-
computing a new solution graph? Some properties that are obvious
with the monoid view are:

• Increasing the strength of an enforced constraint does not
change the best solution graph.
• Decreasing the strength of an unenforced constraint does not

change the best solution graph.

Since the best solution graph is the sum of a sequence of con-
straints, which is commutative and associative, adding the same
constraints in a different order yields the same solution. The ques-
tion then is could strengthening an enforced constraint so that it
surpasses some unenforced constraint in the preference order en-
able that constraint to be enforced. Let [] denote the absorber con-
straint, and a, b, and c some constraints s.t. s(a) ≥ s(b) ≥ s(c). If
a and c are enforced in the best solution but b is not, then a+b = []
and a + c 6= []. Clearly (a + b) + c = [] = (a + c) + b and
thus b cannot be enforced even if c is added to the solution first.
The same reasoning applies to the second case, weakening an un-
enforced constraint, here moving b later than c. We note that in the
two related cases, decreasing (respectively increasing) the strength
of an enforced (unenforced) constraint, the best solution graph may
change.

In constraint graphs for user interfaces, increasing the strength
of an enforced constraint is a common occurrence. Every time a
user changes focus and updates a new variable, this variable is given
the highest strength. A determination must be made whether the

change can impact the best solution graph, that is, the direction of
data propagation in the user interface.

Finally, the monoid view allows for specializing constraint sys-
tems. Even though there may be many constraints, the number of
possible solution graphs of the entire constraint system may be
small. For example, adding all three constraints of the system in
Figure 6 into a single constraint yields eight methods. In cases
where the number of solutions is not small for the entire system,
there may be subsets of constraints for which there are only a
small number of solutions. Such subsets of constraints are candi-
dates for composing into a single constraint. Both the determination
of which constraints should be composed and the actual composi-
tion are easy in the monoid view. Determining the optimal subsets
to compose, however, can be computationally expensive with the
rather simplistic constraint representation here.

In some cases it might be beneficial to get rid of the entire
constraint solver. Consider HotDrink [1], our JavaScript library for
programming user interfaces, which uses constraint systems as de-
scribed above. When loading a page, the browser loads an imple-
mentation of a constraint system solver and a specification of a con-
straint system, both in Javascript. Typically the constraint system
stays unchanged after loading, in which case an alternative is to
translate the entire constraint system into a specialized sequence of
branching instructions. When the total number of plans for a con-
straint system is small, the branching logic may be quite simple. As
an example, of the eight possible solutions of the constraint graph
in Figure 6, a stay constraint in the variable r and in any other of the
four editable fields is enough to determine the solution. Without a
stay constraint in r, a stay in either of the editable height fields and
in either of the editable width fields suffices. The monoid-view is
helpful for implementing these kinds of analyses and translations.

6. Discussion and Conclusions
Data-flow constraint systems are a well-trodden research area. Hi-
erarchical constraint systems, the kinds of systems discussed in this
paper, and solver algorithms for them were first presented decades
ago. We started to learn about these systems when adopting them
as the core of a model for declarative user interface programming.
The descriptions of the systems found in the literature, several cited
in this paper, are generally clear and well-written, so the learning
task was reasonable.

In the prior works, as we do here, constraint systems are viewed
as graphs. In prior works, the canonical representation of a con-
straint graph, however, is an undirected graph. Each constraint is
represented with a single node, not with many method nodes, and
connected to the variables of the constraint via undirected edges.
Methods are then auxiliary information, possible ways to direct the
undirected edges of each constraint [14].

Here, we map constraints to “vanilla” graphs. Even though no
auxiliary data is stored, the constraints from which a constraint
graph was constructed can be recovered from the graph. The ben-
efit is that standard graph algorithms and libraries implementing
those algorithms can be directly used in building software that op-
erates on data-flow constraint systems. The implementations of the
operations of the constraint system monoid and a simple constraint
system planner algorithm based on the monoid are, we hope, in-
dicative demonstrations of this.

The terminology of describing constraint systems in prior works
has been developed, we suspect, along the development of the do-
main. While somewhat established and reasonably intuitive, we be-
lieve that the presented view of data-flow constraint systems as
a monoid brings further clarity. Many properties become directly
visible with no need for further inspection. For example, that con-
straints are a commutative monoid tells us immediately that sets of
constraints can be composed to new constraints in any combina-
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tions and composed in any order with no impact on the final result.
Inferring such guarantees with less “generic” views of constraint
systems requires a bit more inspection.

A quite visible activity of generic programming—judging from
the contents of, say, Haskell or C++ (de facto) standard libraries—
has been to encode well-known mathematical structures and algo-
rithms based on those structures as executable program codes. Es-
pecially Haskell libraries go quite far in this direction, offering the
(advanced) programmer an ever-expanding collection of abstrac-
tions to map concrete data structures. Benefits of generic program-
ming materialize when such mapping takes place.

This paper provides a mapping of concrete data structures rep-
resenting constraint systems into the rather simple monoid abstrac-
tion. In addition to offering this result, directly usable for program-
ming tasks in the constraint systems domain, this paper is also an
experience report on generic programming. New understanding of
a domain can be obtained, learning of existing discoveries can be
made easier, and programming tasks can be simplified through a
process of analyzing the properties of concrete data structures and
representing them as instances of well-known algebraic structures.
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